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The developer landscape is changing fast – and so are the PCs powering 

it. As applications grow more intelligent and compute-intensive, 

developers are rethinking where and how that intelligence should run. 

Increasingly, the answer is: locally, as efficiently as possible, and on 

hardware that’s designed for the future - it’s Windows on Arm that 

delivers this vision. 

Through a combination of high performance, power-efficiency, and 

native support for AI workloads, Windows on Arm is enabling developers 

to build lighter, faster, and more responsive applications – while reducing 

reliance on cloud connectivity. Whether it’s running small language 

models (SLMs), accelerating AI inference on-device, or reducing power 

during compute-intensive tasks, Arm-based systems are becoming an 

ideal platform for modern, AI-driven workflows. 

For Pieces for Developers (Pieces), this shift felt timely and essential. Its 

platform, an intelligent memory system that captures and organizes a 

developer’s digital context, depends on speed, privacy, and efficiency. As 

its ambitions for real-time, on-device AI expanded and with 50%

of the Windows PC market predicted to be built on Arm by the end of 

2029, Windows on Arm became a foundational step toward delivering a 

faster, smarter user experience.

R E T H I N K I N G  D E V E L O P E R  T O O L S  F O R  A  N E W  E R A 

O F  C O M P U T I N G 

Today, development environments have become fast-paced, with context 

switching becoming increasingly inevitable. Developers move between 

code editors, browsers, chat tools, and terminals. This results in a 

fragmented digital workspace that risks losing ideas, slowing productivity, 

and straining focus. 
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https://pieces.app/
https://www.reuters.com/technology/arm-aims-capture-50-pc-market-five-years-ceo-says-2024-06-03/
https://www.reuters.com/technology/arm-aims-capture-50-pc-market-five-years-ceo-says-2024-06-03/
https://www.reuters.com/technology/arm-aims-capture-50-pc-market-five-years-ceo-says-2024-06-03/
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Pieces set out to address this growing problem with an intelligent 

memory system that captures and enriches a developer’s context 

automatically, right at the operating system level. By enabling developers 

to recall past work, surface relevant insights, and stay in flow without 

manual effort, Pieces is redefining how knowledge is managed and stored 

during daily workflows. 

As Tsavo Knott, CEO and technical co-founder at Pieces, says: 

Early in their journey, Pieces recognized that enabling this real-time, 

horizontal context capture, and seamless memory capture would demand 

more than intelligent software. Arm-based PCs and a native application 

emerged as a clear enabler, offering Pieces with the performance and 

efficiency needed to support real-time AI at scale.

S M A R T E R  T O O L S  W I T H  R E A L- T I M E ,  O N - D E V I C E  A I

At the core of Pieces’ approach is a commitment to a local-first design; 

meaning instead of sending user data to the cloud, it is processed entirely 

on the device, from vision inputs and accessibility signals to clipboard 

actions and files changes.

This local-first approach is powered by a network of small, fast AI 

models – which the team at Pieces refers to as nano models, purpose-

built to run quickly and efficiently on-device, typically under 150 million 
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“Developers context switch between their 
browser, IDE, and collaboration tools and 
we wanted to build memory as close to 
the operating system (OS) as possible – 
because that’s where developers live.”
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parameters. Designed for efficiency, these models handle real-time tasks 

like event detection, semantic tagging, and temporal parsing in just 20-50 

milliseconds per interaction. 

Thanks to Windows on Arm’s native support for AI acceleration, Pieces can 

deliver immediate, seamless responses without compromising battery life 

or user privacy. 

As Tsavo Knott says,

The result is a platform that feels invisible yet indispensable, constantly 

capturing and organizing information behind the scenes so developers can 

stay focused on what matters most

W H Y  W I N D O W S  O N  A R M  M AT C H E D  T H AT  M I S S I O N 

As Pieces continued evolving its local-first architecture, the technical 

demands of running real-time AI on-device became more critical. Its 

platform, which process large volume of context signals per user per day, 

meant finding the right execution environment.

Supporting WoA natively allowed the Pieces team to bring the app’s real-

time AI experience directly to the environments that users depend on, with 

all the efficiency and responsiveness modern workflows demand.

Microsoft first introduced Pieces to Windows on Arm through early access 

to PC devices that offer a powerful combination: Arm-based CPUs for high 
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“It’s like a self-driving car algorithm for 
your computer—but lightweight, fast, and 
always local.”
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baseline performance, NPUs for accelerated AI workloads, and a native 

development stack that could support the AI models Pieces need to run 

on-device AI.

Brian Lambert, head of ML OPs at Pieces, says:

D E L I V E R I N G  S P E E D ,  E F F I C I E N C Y ,  A N D  R E A L- W O R L D 

I M PA C T 

For Pieces, the migration to Windows on Arm delivered immediate and 

measurable results. One of Pieces’ core embedding models, which is 

central to its memory retrieval system, saw processing time drop from 

around 400 milliseconds to just 143 milliseconds on the Arm CPU, 

significantly reducing latency across key workflows and improving 

responsiveness.

More performance gains then followed. The time to first token improved 

by nearly 3x, while in terms of overall throughput, token generation rates 

also increased dramatically, allowing developers to make more queries and 

retrieve context-rich responses faster than ever before. For developers, 

this means faster results with less system strain, even during the most 

demanding, context-heavy workflows. 

Brian Lambert says,
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“We jumped at the opportunity to work with 
Arm-powered laptop and PC devices. It just 
made everything faster and lighter.”

“It wasn’t just faster—it reduced the load on 
the user’s computer and improved battery life.”
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Beyond speed, these performance improvements made the application 

feel more fluid, immediate, and natural. This balance of responsiveness and 

power efficiency is key to maintaining a seamless developer experience, 

even under heavy workloads. 

F R O M  I N D I V I D U A L  M E M O R Y  T O  T E A M  I N T E L L I G E N C E 

Today, Pieces is building beyond individual workflows. With the release 

of LTM 2.5, its third-generation memory system, the team is laying 

the foundation for team-wide knowledge recall and proactive context 

resurfacing. This means not just helping a developer remember their own 

past work but also surfacing what their teammate encountered five months 

ago when debugging the same issue.

Pieces is also expanding beyond engineers, supporting designers, 

researchers, and knowledge workers who similarly move across fragmented 

tools and need intelligent recall. 

B U I L D  A R M  N AT I V E .  S TA R T  N O W .  H E R E ’ S  W H Y . 

For developers looking to transition their applications and workloads to 

Windows on Arm for the future PC market, the advice from Pieces is clear: 

move early and lean on the community. Its own transition was fast, under a 

month of effective engineering time, and the results were immediate. 

As Tsavo Knott says,
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“It’s almost a free performance win, and 
getting ready now means you’ll be ahead 
when the wave comes.”
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As developers begin to expect faster, smarter tools by default, 

supporting AI-native workflows on Arm will become table stakes. And 

thanks to continued investment from Arm, Microsoft, and the wider 

ecosystem, getting there is no longer a heavy lift.

 

Pieces’ story is proof: the tools are ready, the performance is real, and 

the future is already in motion.

R E S O U R C E S  A N D  T U T O R I A L S  T O  B U I L D  A R M  N AT I V E

Share with your team or use our range of beginner-to-advanced 

tutorials, providing step-by-step instructions to develop, optimize, and 

debug for Arm64 for accelerated performance, energy efficiency, and 

improved user experiences. 
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B U I L D  Y O U R  W I N D O W S  O N  A R M  A P P

Target Arm with Microsoft or open-source tools, and set your CI/CD 

system on Arm with Arm64EC.

P E R F O R M A N C E  A N A LY S I S  F O R  W I N D O W S  O N  A R M

How to optimize, profile, and debug native on Arm64.

A R M  D E V E L O P E R  C O M M U N I T Y

Join the Arm Developer Program to connect with other WoA developers.

https://www.arm.com/developer-hub/laptops-and-desktops/woa-appdev
https://www.arm.com/developer-hub/laptops-and-desktops/woa-tools
https://www.arm.com/resources/developer-program

